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Abstract
Three-dimensional (3D) faces are increasingly utilized
in many face-related tasks. Despite the promising improvement achieved by 3D face technology, it is still hard
to thoroughly evaluate the performance and effect of 3D
face technology in real-world applications where variations frequently occur in pose, illumination, expression and
many other factors. This is due to the lack of benchmark
databases that contain both high precision full-view 3D
faces and their 2D face images/videos under different conditions. In this paper, we present such a multi-dimensional
face database (namely Multi-Dim) of high precision 3D
face scans, high definition photos, 2D still face images with
varying pose and expression, low quality 2D surveillance
video clips, along with ground truth annotations for them.
Based on this Multi-Dim face database, extensive evaluation experiments have been done with state-of-the-art baseline methods for constructing 3D morphable model, reconstructing 3D faces from single images, 3D-assisted pose
normalization for face verification, and 3D-rendered multiview gallery for face identification. Our results show that
3D face technology does help in improving unconstrained
2D face recognition when the probe 2D face images are of
reasonable quality, whereas it deteriorates rather than improves the face recognition accuracy when the probe 2D
face images are of poor quality. We will make Multi-Dim
freely available to the community for the purpose of advancing the 3D-based unconstrained 2D face recognition
and related techniques towards real-world applications.

1. Introduction
Using three-dimensional (3D) face models to boost
unconstrained two-dimensional (2D) face recognition has
recently attracted increasing attention from researchers.
Some 3D-based methods have been proposed and achieved
promising results in unconstrained 2D face recognition

Figure 1. Typical scenarios of 3D-based unconstrained 2D face
recognition when the gallery consists of (a) 3D faces or (b) HD
photos.

[8, 5, 37, 2]. Fig. 1 shows typical scenarios of 3D-based
unconstrained 2D face recognition. According to whether
or not real 3D face data are captured during enrolment,
these 3D-based methods can be divided into two categories.
Methods in the first category assume that real 3D face data
are available in gallery. This case is also called asymmetric face recognition [9, 10, 15] because probe data, unlike
gallery data, are 2D face images. The gallery 3D face data
are usually used either to generate multi-view face images
[18] or to render a face image that has the same pose as the
probe [27].
Methods in the second category do not require real 3D
face data in gallery, but either align the 2D face images to a
generic/mean 3D face model [19] or reconstruct individualized 3D face models from the 2D face images [4, 8]. Based
on the aligned face images, pose or expression variations
are normalized [23], or pose adaptive features are extracted
[31]. Based on the reconstructed 3D face models, multiview face images can be rendered to enlarge the gallery
[8]. This way, the off-angle or expressive faces can be more
accurately recognized. Besides, the reconstructed 3D face
shapes provide another feature representation of the faces,
and can be used together with the original 2D face features
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Table 1. Summary of related face databases with comparison from different aspects: Number of subjects (#Subj.), scope of 3D scans (F:
full-view; P: partial-view), variations of face data (p: pose; l: illumination; e: expression; r: resolution; m: motion), near infrared data
(NIR), annotations (3D land.: 3D landmarks; 2D land.: 2D landmarks; boxes: face bounding boxes), etc.

to further improve face recognition accuracy [17].
To evaluate the methods in the first category, the most
widely used benchmark databases are FRGC v2.0 [21],
UHDB11/31 [27, 30] and MICC [3]. However, the 3D face
data in FRGC v2.0 are only frontal view, but not full view
(i.e., covering the face from left ear to right ear), and the 2D
face images have only frontal pose too. Although UHDB11
has full-view 3D face data and 2D face images with more
variations in pose and illumination, it contains only 23 subjects and does not consider expression variation. UHDB31
acquires the 2D face images in 21 viewpoints for more subjects, resulting in 2,079 images of 77 subjects. Neither
of these three databases provides surveillance video data,
whereas recognizing faces in surveillance videos, a more
challenging scenario, is becoming increasingly demanded
in real-world applications [6, 14, 25]. MICC, instead, provides both full-view 3D faces and 2D surveillance video
clips. However, it does not contain 2D still images for comparison study, and the subjects stand at a fixed distance from
the camera in the videos.
To evaluate the methods in the second category, both
2D face image databases (e.g., FERET [22], CASIA
[32], Multi-PIE [7], LFW [11], IJB-A [16]) and 3D
face databases (e.g., Bosphorus [24], BU3DFE [34] and
BU4DFE [33]) have been used. However, the 2D face
image databases do not have ground truth 3D face data.
Consequently, the evaluation only reports the face recognition accuracy, but can not give detailed assessments of
3D face alignment/reconstruction, a critical step of these
3D-based methods. In other words, it is not able to assess
the 3D face alignment/reconstruction accuracy, and is thus
difficult to analyse the potential impact of 3D face alignment/reconstruction on failed face recognition. Although
the 3D face databases can be used to evaluate the 3D face
alignment/reconstruction accuracy, they usually do not have
2D face images/videos with varying pose, illumination or
expression.

From the above discussion, we can clearly see that existing benchmark face databases are limited in making a
comprehensive evaluation of 3D-based unconstrained 2D
face recognition methods, mainly because of lacking pairs
of ground truth 3D face data and corresponding independent 1 2D face images or surveillance video clips with realworld variations. Therefore, it is highly demanded to build
new benchmark databases that include both 2D and 3D face
data, both still images and surveillance videos, both acted
and spontaneous data, and display miscellaneous variations in pose, illumination, expression, resolution , occlusion and motion blur. This paper aims to establish such
a multi-dimensional face database, which is called MultiDim. We believe that such a database will advance the
3D-based unconstrained 2D face recognition and related
techniques towards applications in real-world scenarios. In
Section 2, we will introduce in detail the Multi-Dim face
database, followed by extensive evaluation experiments in
Section 3. We will conclude the paper in Section 4 with
discussion on future work.

2. The Multi-Dim Face Database
2.1. Overview
We recruit volunteers from the students and faculties
in our university to participate in the acquisition of multidimensional face data. Up to now, we have captured face
data from 124 individuals (82 Chinese males, 42 Chinese
females, and aged between 18 and 58 years old), each of
whom contributes one textured 3D face scan, one high definition neutral and frontal 2D face image, still face images
of seven poses and three expressions, and with or without glasses, and four surveillance video clips. As a result,
Multi-Dim currently contains in total 124 3D face scans,
1 Independent 2D face data here refer to 2D face images or video clips
captured by separated 2D imaging devices, rather than 2D texture images
generated by 3D scanners during the acquisition of 3D face data.

Figure 2. Each subject in the Multi-Dim database contains (a) high definition (HD) frontal-view photo, (b) multi-view still images with
three different expressions, (c) high resolution textured 3D face scan and (d) challenging surveillance video clips.

124 high definition 2D photos, 4, 305 still face images of
acted poses and expressions, and 496 surveillance video
clips of varying illuminations and spontaneous poses and
expressions. Figure 2 shows the raw data of one subject in
Multi-Dim. These raw data, along with their preprocessed
data and annotations, are well organized in an efficient file
structure. In the remainder of this section, we will introduce
how the multi-dimensional face data are captured.

2.2. 3D Face Scans
The 3D face scan data (both meshes and textures) are
captured with a commercial 3D face imaging system 2
(Fig. 3(a)). This scanner can capture full-view (i.e., earto-ear) 3D faces at the highest precision of 0.1mm. A raw
3D face scan obtained by this scanner consists of 35,000
to 90,000 vertices. The raw 3D face scans are manually
cropped such that only face regions are retained. The resulting 3D face scans contain 20,000 to 50,000 vertices. In the
database, we provide both raw and cropped 3D face scans.

2.3. Still Images
High Definition Photos. In most conventional face
recognition applications, a high definition (HD) face photo
is required as gallery data for every enrolled subject. In
Multi-Dim, we use a Nikon D5300 camera to acquire HD
neutral and frontal face images. The subjects are required to
remove their glasses if they have. The obtained HD photos
are of 2, 992 × 2, 000 pixels with the inter-ocular distance
typically exceeding 250 pixels. See Fig. 4 (a).
Multi-View and Multi-Expression Face Images. For
the purpose of quantitatively evaluating the impact of pose,
2 http://www.wisesoft.com.cn

Figure 3. 3D face imaging system and the captured textured 3D
face scan.

expression and occlusion, we construct a 2D imaging system with seven Logitech HD C270 web cameras (see Fig.
6). These cameras are mounted on tripods at different views
(i.e., 0◦ , ±30◦ , ±60◦ and ±90◦ ) surrounding the subjects.
The subjects are requested to perform three facial expressions, i.e., neutral, smile and surprise. For the subjects who
wear glasses in their daily life (81 subjects), two sets of

Figure 6. The 2D still image acquisition system. Seven web cameras simultaneously capture images of the subject from different views.
The subject is seated on a height-adjustable chair.

Figure 4. Sample images of a subject at different resolutions. (a)
HD photo. (b) Acted still image. (c) Spontaneous image in surveillance video. Inter-ocular distances are depicted on the images.

Figure 5. Example 2D still images of a subject displaying acted
neutral, smile and surprise expressions with/without glasses.

multi-view and multi-expression face images are captured:
in one set the subjects wear classes, while in the other set
the subjects remove the glasses. See Fig. 5. The resolution of these still images is 640 × 480 pixels with typical
inter-ocular distance of 85 pixels.

2.4. Surveillance Videos
To enable evaluation under real-world surveillance scenarios, we install four surveillance cameras in our labora-

Figure 7. Setup for capturing surveillance videos. Four cameras
are installed along the walking route of subjects. Cam1, Cam3 and
Cam4 capture visible videos, while Cam2 captures near infrared
(NIR) videos, when the subjects walk naturally through the regions
covered by the cameras.

tory building. As shown in Fig. 7, three of the cameras are
mounted on the corridor wall, and the rest one on the ceiling of a room. These cameras are about 2.5 meters from

surveillance video clips are first detected by using an automated method [36] and then manually refined if necessary.
More detail of the annotations is provided in the supplementary material.

3. Evaluation Experiments
As mentioned above, 3D faces can help 2D face recognition in different ways. Two widely used approaches are (i)
using 3D faces to normalize the probe face images to frontal
view, and (ii) using 3D faces to render virtual multi-view
face images to augment the gallery. The 3D faces can be
either captured by using 3D scanner or reconstructed from
2D images. In this section, we use the proposed Multi-Dim
database to evaluate the techniques related to the application
of 3D faces in real-world face recognition. Specifically, we
carry out four sets of experiments: (i) Constructing 3DMM,
(ii) 3D face reconstruction, (iii) 3D-assisted pose normalization for face verification, and (iv) 3D-rendered multiview gallery for face identification.
Figure 8. Example face images cropped from the surveillance
video clips. The t value indicates the index of the frame in the
corresponding video sequence.

the floor, and capture surveillance videos of 1, 920 × 1, 080
pixels. Among them, Cam1, Cam3 and Cam4 (HIKVISION
DS-2CD2620-FWD) work in daytime mode generating visible videos, while Cam2 (HIKVISION DS-2CD855-EI3)
works in nighttime mode generating near infrared (NIR)
videos. During data collection, the subject is required to
walk naturally through the regions covered by the four cameras (see Fig. 7 for the walking route). Figure 8 shows the
captured surveillance video clips of one subject. Evident
variations in pose, illumination and expression can be observed in these videos. Moreover, part of the videos have
motion blur, and many of the faces in the videos show obvious pitch rotation and could be of low resolution with interocular distance around 40 pixels. All these factors make it
very challenging to recognize the faces in these surveillance
videos. Totally, Multi-Dim currently has 72,390 frames of
496 video clips.

3.1. Constructing 3DMM
3DMM (3D Morphable Model) [4] is frequently used in
many 3D-based face analysis tasks. Most publicly available 3DMMs are constructed based on the 3D face data of
western people. Here, we construct a 3DMM of Chinese
people based on the 3D face scans in Multi-Dim. To this
end, we first establish dense correspondences among the
3D face scans by using the Non-Rigid ICP algorithm [1].
Each of the obtained aligned 3D faces has n = 24, 233 vertices, and all of them have established vertex-to-vertex correspondences. Denote the shape and texture components
of an aligned 3D face as S = (x1 , y1 , z1 , · · · , xn , yn , zn )
and T = (r1 , g1 , b1 , · · · , rn , gn , bn ), where (xi , yi , zi ) and
(ri , gi , bi ) are, respectively, the coordinate and texture value
of the ith vertex.

2.5. Annotations
Considering that facial bounding boxes and landmarks
are required by many methods, we provide ground truth
annotations for both 3D and 2D face data in Multi-Dim.
The facial bounding boxes on the still images and surveillance video clips are first generated by using an automated
method [36] and then manually refined if necessary. 51
landmarks on the 3D faces and 39 or 68 landmarks (68
landmarks for 0◦ , ±30◦ yaw angle images, 39 landmarks
for ±60◦ and ±90◦ yaw angle images) on the 2D face still
images are manually marked. Five facial landmarks on the

Figure 9. The mean shape and texture components, and synthetic
shape and texture samples generated by the constructed 3DMM.
‘1st. (−3σ)’ means setting the coefficient of the first basis to −3σ
and the rest coefficients to zero.

We then apply principal component analysis (PCA) to

the aligned 3D faces. Let S̄ and T̄ be the mean shape and
texture components, US and TS the shape and texture bases.
An aligned 3D face can be then represented as S(α) = S̄ +
αUS , T (β) = T̄ + βTS , where α = (α1 , α2 , · · · , αm−1 )
and β = (β1 , β2 , · · · , βm−1 ) are the shape and texture coefficients (m is the number of training samples). By assuming that the coefficients follow Gaussian distributions
as in [4], we can compute the standard deviations of the
shape and texture coefficients, σS and σT , and require the
valid ranges of the coefficients be α ∈ [−3σS , 3σS ] and
β ∈ [−3σT , 3σT ]. Fig. 9 shows the mean 3D face shape
and texture, and some synthetic shape and texture generated
by the constructed 3DMM with various coefficients.

3.2. 3D Face Reconstruction
To evaluate the 3D face reconstruction accuracy, the 124
subjects in the database are split into 100 training subjects
(34 females and 66 males) and 24 testing subjects (8 females and 16 males). For each subject, we select the 7
neutral multi-view images as input images to the 3D face
reconstruction methods, resulting in 700 training samples
and 168 testing samples.
Two state-of-the-art 3D face reconstruction methods,
i.e., a 3DMM-based method [37] and a regression-based
method [17], are evaluated. For the 3DMM-based method,
we use the 3D faces of the 100 training subjects to construct
the 3DMM model (refer to Section 3.1). For the regressionbased method, we obtain the regressors by using the chosen
annotated 2D images and the 3D face scans of the 100 training subjects.

Figure 11. Block diagram of the employed face verification
method with 3D-assisted pose normalization.

Figure 12. Frontal-view face images generated from the 3D face
in Fig. 11 by (a) cylindrical coordinates (CY), (b) Cartesian coordinates (CA), (c) spherical coordinates (SP), and (d) Isomap coordinates (ISO).

regression-based method is more robust to pose variations.

3.3. 3D-Assisted Pose Normalization for Face Verification

Figure 10. MAE of two state-of-the-art 3D face reconstruction
methods at different poses.

The metric used to evaluate the 3D face shape reconstruction accuracy is Mean
Error (MAE). MAE is
PNAbsolute
T
defined as MAE = N1T i=1
(kS∗i − Ŝi k/n), where NT is
the total number of test samples, S∗i and Ŝi are the ground
truth and reconstructed 3D face shapes of the ith test sample. As shown in Fig. 10, the MAE of regression-based
method is lower than that of the 3DMM-based method.
Moreover, the standard deviation of its MAE across different poses is 1.65%, which is much smaller than that of the
3DMM-based method (i.e., 2.29%). This indicates that the

3D-assisted pose normalization has been employed as a
useful pre-processing step by many face recognition methods. They usually utilize a generic or mean 3D face shape.
In this section, instead, we evaluate the effectiveness of
3D-assisted pose normalization in face verification applications by using person-specific 3D faces and take recentlypublished deep learning based 2D face matchers as baselines.
Figure 11 shows the block diagram of the employed face
verification method for the scenario in which the gallery
consists of full-view 3D faces and the probes are 2D face
images. Given a probe 2D face image and its claimed identity, the enrolled 3D face of the claimed identity is first retrieved, and then fit to the probe image based on the annotated landmarks on it. Once the probe image is registered to
the enrolled 3D face, a frontal-view image is generated by
projecting the 3D face onto 2D image at frontal view and
mapping the probe face image texture onto it. Note that we
do not complete the invisible face regions (if any), but just
keep them blank. As for the enrolled 3D faces in gallery,

we also generate frontal-view 2D images from them using
similar method.
In this paper, we use four different methods to generate
frontal-view face images from textured 3D faces or registered 3D face shapes and 2D face images. Their basic idea
is to establish correspondences between 3D vertices and 2D
pixels, and set the pixel values according to the texture values of their associated 3D vertices (using interpolation if
necessary). They differ in the coordinate systems they employ for mapping 3D vertices to 2D pixels, i.e., cylindrical coordinates (denoted as CY), Cartesian coordinates (denoted as CA, equivalent to perspective projection), spherical
coordinates (denoted as SP, equivalent to Riemann conformal mapping), and Isomap coordinates (denoted as ISO).
We refer the authors to [35, 26, 13] for more details of these
methods. Figure 12 shows the generated frontal-view face
images of a 3D face. For the 2D face matchers, we use
three state-of-the-art deep learning based matchers, VGG
[20], Lightened CNN [29] and CenterLoss [28], which are
available in the public domain. To make the evaluation more
convincing, we enlarge the gallery by incorporating into it
the 3D neutral faces of 100 subjects from BU3DFE, 101
subjects from BU4DFE and 53 subjects from MICC. For
the baseline cases of the face matchers, the HD photos are
used as gallery3 . We use both still images and surveillance
videos as probe images.
Results on Still Images. Multi-view still face images
of neutral expression are used as probe in this experiment.
We consider all the 1,435 genuine comparisons (i.e., probe
with true identity), and randomly form the same number of
imposter comparisons (i.e., probe with false identity). Table 2 gives the accuracy of different methods. As can be
seen, all the face matchers benefit from 3D-assisted pose
normalization. Figure 13 plots the ROC curves of different methods with Lightened CNN as the face matcher for
different probe poses. As being expected, the improvement
achieved by 3D-assisted pose normalization is much more
significant for the probe images of larger pose angles.
Results on Surveillance Videos. In this experiment,
we crop the faces detected in the surveillance videos as
probe. Considering that the employed 2D face matchers
are not designed for low resolution face images, we only
choose the faces whose bounding boxes are beyond 100
pixels. In order to assess the impact of various conditions in
real-world scenarios, we construct two sets of probe images.
Probe Set I consists of 5,095 face images of neutral expression and without occlusion, and Probe Set II is a superset
of Probe Set I with additional face images with expression
and occlusion (totally 9,677 face images). Figure 14 shows
thee obtained ROC curves, from which the following observations can be made. (i) 3D-assisted pose normalization
3 MICC does not provide HD photos. We use the frontal-view images
generated from the 3D faces instead.

2D Face
Matcher
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Method
Baseline
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CY
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TAR@
FAR=10%
64.24
78.87
88.69
76.61
83.75
66.93
94.98
97.81
92.16
93.00
77.17
94.06
93.50
93.29
92.23

TAR@
FAR=1%
44.59
48.62
55.69
46.64
53.71
56.47
75.97
84.52
71.17
74.42
66.71
78.02
79.01
74.42
72.01

EER

AUC

23.53
14.63
10.73
14.49
12.91
25.94
6.92
4.88
9.03
8.05
17.74
7.49
7.70
8.24
8.69

87.36
94.17
96.61
93.48
95.25
81.91
98.43
99.14
97.46
97.79
92.30
98.04
98.18
97.83
97.67

Table 2. Face verification accuracy (%) of different methods on
probe still images.

Figure 13. ROC curves of different methods with Lightened CNN
as 2D face matcher on probe still images of different pose angles:
(a) 0◦ and ±30◦ ; (b) ±60◦ and ±90◦ .

improves the verification accuracy on Probe Set I, but degrades the verification accuracy on Probe Set II. This might
be because the 3D-assisted pose normalization method can
not well cope with low quality face images with expression
and occlusion. Consequently, the generated poor quality
frontal-view face images deteriorate, rather than improve,
the face verification accuracy. (ii) Compared with the results on still images, the accuracy on surveillance videos is
much worse. This reveals the difficulty in recognizing low
quality face images in surveillance videos. The application
of 3D faces in such scenarios is still an open issue.

Figure 14. Face verification accuracy of different methods on the (a) Probe Set I of images of neutral expression and without occlusion,
and (b) Probe Set II of images of varying expressions and occlusion.

3.4. 3D-Rendered Multi-View Gallery for Face
Identification
In this section, we evaluate the effect of using 3Drendered multi-view gallery for face identification. We generate virtual face images from the enrolled 3D faces at yaw
view angles of 0◦ , ±30◦ , ±60◦ and ±90◦ . In the counterpart baseline case, the gallery is composed by HD neutral and frontal face photos only. As for the probe images,
we use the still images and the Probe Set II of surveillance
video clips of varying expressions and occlusion. The identification accuracy of different face matchers is shown in
Fig. 15. Similar to the results in Section 3.3, the 3D faces
do help in recognizing arbitrary view still images, but still
perform poorly on low quality surveillance video clips.

4. Conclusions and Future Work
We have introduced in this paper a new benchmark face
database for assessing 3D-based unconstrained 2D face
recognition and related methods. This database, namely
Multi-Dim, contains multi-dimensional face data, including 3D face scans and their 2D face images/videos acquired
under different conditions. Multi-Dim enables thorough
and systematical evaluations of the performance of various 3D face technology as well as their effect in improving the performance of unconstrained 2D face recognition,
particularly in real-world scenarios. The extensive evaluation experiments in this paper using Multi-Dim demonstrate
that applying 3D face technology to low quality face images that are common in practical applications is still an
open issue. Building the Multi-Dim face database and making it freely available in the public domain, we expect that

Figure 15. CMC curves of different methods on (a) still images
and (b) surveillance videos (Probe Set II).

more researchers pay attention to and endeavor to advance
the real-world application of 3D face technology to unconstrained 2D face recognition. As the first version of a multidimensional face database, Multi-Dim currently has a relatively small number of subjects, and is limited in the diversity of ethnicity and age. We are continuously acquiring
the multi-dimensional face data of more subjects in more
sessions. We anticipate the publication of new versions of
Multi-Dim (containing 500 more subjects) in the next one
to two years.
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